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Abstract

Deep learning systems have achieved remarkable success in computer vision when
trained on massive annotated datasets. However, their performance drops
drastically when only a few labeled examples are available for new tasks or classes.
Humans, by contrast, can generalize from very limited experience. Meta-learning,
also known as “learning to learn,” aims to bridge this gap by enabling models to
acquire inductive biases that allow rapid adaptation to new tasks with little data.
This paper surveys the foundations, key algorithms, and recent advances in meta-
learning, few-shot, and zero-shot learning for computer vision. We categorize
major approaches metric-based, optimization-based, model-based, and generative
and review their contributions to image recognition, detection, and segmentation.
We discuss benchmark datasets, challenges, evaluation practices, and open
research directions.

Deep learning models such as convolutional neural
networks (CNNs) have revolutionized computer
vision tasks including classification, object detection,
and segmentation. Yet their success depends on vast
amounts of labeled data, which are expensive and
often impractical to obtain. In contrast, humans can
learn a new visual concept from only a handful of
examples. This difference has inspired research into
meta-learning and few-shot learning techniques that

enable artificial systems to generalize from limited
supervision.

Meta-learning (learning to learn) trains models over a
distribution of related they acquire
transferable knowledge for rapid adaptation to unseen
tasks. Few-shot learning (FSL) is a specialized setting
where each new task has only a few labeled examples
per class (typically 1-5). Zero-shot learning (ZSL)
further removes labeled examples for unseen classes

tasks so
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and relies on side information such as attributes or
textual embeddings to generalize.

In computer vision, these paradigms are especially
relevant for applications such as rare disease diagnosis,
fine-grained species recognition, rtobotics, and
continual visual understanding. This paper reviews
the theoretical underpinnings, algorithmic progress,
and empirical achievements of meta-learning, few-
shot, and zero-shot learning in visual domains.

IL BACKGROUND
DEFINITION

A. Learning to Learn

AND PROBLEM

Meta-learning treats the process of acquiring new tasks
as the subject of learning itself. Instead of training a
single model for one task, the meta-learner trains over
many tasks so it can quickly adapt to new ones using
minimal data. The objective is to minimize expected
loss over task distribution p(T). Each task T; consists
of a small support set (training examples) and a query
set (validation examples).

B. Few-Shot and Zero-Shot Formulations
In few-shot classification, a model is tested on novel

In zero-shot learning, the model encounters entirely
unseen classes at test time with no labeled examples.
It relies on auxiliary semantic information, such as
attribute vectors, word embeddings, or textual
descriptions, to transfer knowledge from seen to
unseen classes.

C. Motivation in Computer Vision

Data scarcity is pervasive in many visual domains
medical imaging, satellite imagery, industrial
inspection, and robotics often lack sufficient labeled
data. Meta-learning enables models to leverage prior
experience from related tasks to perform effectively in
these settings.

III. TAXONOMY OF APPROACHES

Meta-learning encompasses a diverse set of strategies
that differ in how they acquire, represent, and transfer
knowledge across tasks. Despite differences in
implementation, most methods can be grouped into
four broad categories: metric-based, optimization-
based, model-based, and generative/embedding-based
approaches. Each family of methods tackles the
challenge of limited supervision from a distinct

classes with K labeled examples per class (the “K — perspective.
shot”) and N classes per task (“N —way”). The
model is evaluated on its ability to predict the correct
labels for unseen examples from those classes.
Adaptation Typical
Key Algorith 1
Laliewiy ey Algorithms Soreltien Mechanism Applications
L beddi Non-
Metric-Based et ey NGO, IHeisyate:] s e:i: andemdiesta:cli a(z';lmetric el
Networks, Relation Networks P i P ) classification
metric comparison
Optimization: Learn initialization or Cim et Image
- MAML, Reptile, Meta-SGD . based classification,
Based optimizer ) )
adaptation robotics
MANN, Meta Networks, RNN | Learn to update via | State-based Time-series,
Model-Based . ) . .
Meta-Learners internal memory adaptation video learning
Generative/Em | DeViSE, CADA-VAE, £ | Synthesize unseen-class | Feature Zero-shot
bedding-Based | CLSWGAN data generation classification

A. Metric-Based Approaches
Metric-based meta-learning aims to learn
embedding space in which samples from the same
class are close together, while those from different
classes are far apart. The key intuition is that once a

discriminative representation is learned,

an

classification for new tasks can be achieved simply by
comparing distances between embeddings.

Typical representatives include Matching Networks
[1], Prototypical Networks [2], and Relation Networks
[3].
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e Matching  Networks  employ  attention
mechanisms over embeddings of support and
query examples, effectively implementing a
learnable nearest-neighbor classifier.

e Prototypical Networks compute class prototypes
as the mean embeddings of support examples,
achieving efficient N-way K-shot classification
with a simple Euclidean distance metric.

e Relation Networks replace fixed distance
measures with a trainable similarity function that
learns to compare image pairs more flexibly.

More recent methods extend this idea using graph

neural networks (GNNs) [4], which model support

and query images as nodes in a graph, refining their
embeddings through message passing. Metric-based
approaches are computationally efficient and require
no gradient updates at meta-test time, but they rely

heavily on the assumption that all tasks share a

consistent embedding space.

B. Optimization-Based Approaches
Optimization-based methods treat meta-learning as
the process of learning a good initialization or
optimization strategy that allows rapid adaptation to
new tasks. The meta-learner is trained so that a few
gradient steps on new data yield high performance.
Model-Agnostic Meta-Learning (MAML) [5] is the
most influential example. MAML optimizes for
parameters that can adapt quickly with limited data by
explicitly  differentiating  through the inner
optimization loop. Variants such as Reptile [6] and
First-Order MAML (FOMAML) reduce
computational cost by approximating or removing
second-order derivatives.

Other methods, such as Meta-SGD [8] and Learning
to Learn by Gradient Descent by Gradient Descent
[7], replace manually designed optimizers with
trainable neural networks that output update rules.
These meta-optimizers capture task-specific learning
dynamics. Probabilistic extensions of MAML
introduce Bayesian reasoning to model uncertainty
[9].

Optimization-based methods are flexible and
powerful, enabling adaptation beyond metric
similarity, but they can be computationally intensive
and prone to instability during meta-training.

C. Model-Based and
Approaches

Model-based meta-learning endows networks with
internal mechanisms that allow fast adaptation
without gradient updates. These methods often
incorporate external memory modules or recurrent
architectures that can store and retrieve task-specific
information.

Memory-Augmented Neural Networks (MANNSs) [10]
combine a neural controller with an external memory,
enabling one-shot learning through differentiable
read-write operations. Meta Networks [11] generate
fast weights based on task inputs, allowing the model
to quickly adjust its parameters. Recurrent meta-
learners [12] model the process of learning within
their hidden states, effectively “learning to learn” over
sequences of tasks.

Model-based methods offer rapid inference and are
especially useful for time-critical applications like
robotics and video processing. However, their
memory requirements and limited scalability to
complex tasks are ongoing challenges.

Memory-Augmented

D. Generative and Embedding-Based Approaches
Generative and embedding-based methods are often
used in zero-shot and generalized few-shot learning
scenarios. They focus on transferring knowledge
between seen and unseen classes through semantic or
attribute information.

Approaches such as DeViSE [14] and ALE learn joint
embedding spaces that align visual features with
semantic class vectors derived from text or human-
annotated attributes. More advanced methods employ
generative models such as fCLSWGAN [15] and
CADA-VAE [16] to synthesize image features for
unseen classes, effectively converting zero-shot
learning into a supervised problem.

These techniques bridge the gap between meta-
learning and transfer learning by leveraging additional
modalities (text, attributes, or language embeddings)
to generalize beyond observed classes. Their main
limitation lies in the dependence on high-quality
semantic data and the risk of “hubness,” were
multiple unseen classes map to similar feature regions.
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E. Hybrid Approaches

Recent research increasingly explores hybrid models
that combine strengths from multiple paradigms. For
instance, some methods integrate metric-based
embeddings  within  MAML’s  gradient-based
adaptation, while others incorporate generative
models into optimization-based frameworks for
improved data efficiency. Hybridization has shown
promise in balancing adaptability, stability, and
generalization, making it an active direction for future
study.

VI. METHODOLOGY

This section describes the methodological framework
for analyzing and developing meta-learning
techniques that enable computer vision models to
adapt quickly to new tasks with limited data. The
methodology integrates algorithmic design, model
training, and evaluation protocols, emphasizing
generalization, efficiency, and reproducibility.

A. Overview

The core objective of meta-learning is to learn how to

adapt learning algorithms themselves, rather than

solely learning task-specific representations. Formally,

a meta-learning system optimizes a meta-objective

defined over a distribution of tasks, rather than a

single dataset. Each task represents a small supervised

learning problem with limited examples. The overall
process consists of two learning loops:

1. Meta-training (outer loop): Learn transferable
priors or update rules from a set of tasks sampled
from a distribution p(T).

2. Metatesting (inner loop): Evaluate rapid
adaptation to unseen tasks with few labeled
samples.

This framework can be mathematically represented as:

min Er_pn (L7 (U (6, Dy 7P""))]

where U(B,D;upport) denotes the adaptation

operator applied to the model parameters O\theta®
using the support set of tasks T.

B. Task Sampling and Meta-Dataset Construction
The methodology begins by defining a meta-dataset
composed of a large number of tasks rather than
individual images. Each task T; contains:

e A supportset §S; = {(x;, y])}]K:*iV of K examples
per class.

e A query set Q; used for validation or meta-
updates.

Tasks are sampled episodically from datasets such as
Mini ImageNet, tiered ImageNet, and Meta-Dataset to
simulate few-shot learning conditions. Sampling
ensures class disjoint Ness between meta-train, meta-
validation, and meta-test splits.

Task distributions are designed to mimic real-world
conditions: some tasks are balanced (equal number of
samples per class), while others simulate imbalanced
few-shot scenarios, reflecting practical settings like
rare object categories or low-resource domains.

C. Model Architecture

Depending on the meta-learning category, different

neural architectures are adopted:

1. Metric-Based Models: Convolutional embedding
networks (Conv4 or ResNet-12) are trained to
produce class-discriminative embeddings.

2. Optimization-Based Models: Shared backbone
networks are optimized with algorithms such as
MAML, FOMAML, or Reptile to learn adaptable
initializations.

3. Model-Based Approaches: Memory-Augmented
Neural Networks (MANNs) and recurrent
architectures are used to encode adaptation
mechanisms directly into the model dynamics.

4. Generative/Zero-Shot  Models:  Variational
Autoencoders (VAEs) and Generative Adversarial
Networks (GANs) synthesize unseen-class features
using semantic embeddings or text attributes.

For all categories, batch normalization and dropout

are applied to stabilize training and reduce overfitting

in small-data regimes.

D. Meta-Training Procedure

The meta-training procedure involves iterative

updates across tasks. The process can be described in

four main steps:

1. Task Sampling: Randomly select a batch of tasks
T;~p(T)).

2. Inner Adaptation: For each task, update model
parameters based on its support set:

0'; = 0 — avVeLy PP (0)
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3. Meta-Update: Evaluate each adapted model on
the corresponding query set and compute the
meta-loss:

Lmeta = ZL;I‘:IBT}’(GII_)
i

4. Parameter Optimization: Update the meta-
parameters using the gradient of the meta-loss:
0 < 0— ﬁVG‘Cmeta

where @ and f denote innerloop and outer-loop
learning rates, respectively.

This  bilevel optimization continues  until
convergence, typically over tens of thousands of
episodes.

E. Adaptation and Fine-Tuning

At meta-test time, the learned initialization or
adaptation rule is evaluated on unseen tasks. The
model receives a few labeled examples (1-5 per class)
and performs a small number of gradient steps using
only the support set.

Performance is then measured on the query set of
unseen classes. No further updates to the meta-learner
occur during evaluation. This mimics the few-shot
adaptation scenario encountered in real applications
such as medical imaging or autonomous driving.

F. Zero-Shot Learning Integration
For zero-shot scenarios, the methodology extends the
meta-learning framework by introducing semantic
information (e.g., word vectors, attributes, or textual
descriptions). A joint embedding function f(x) and
semantic space g(y) are learned such that their
representations align:

Lot =N f(x) — g 113
Generative models, such as +CLSWGAN [15] and
CADA-VAE [16], are used to synthesize features for
unseen classes, effectively converting zero-shot
learning into a supervised few-shot problem. This
unified framework allows the same meta-learning
mechanisms to be applied to both few-shot and zero-
shot settings.

G. Evaluation Metrics

Model performance is evaluated using episode-based
accuracy on benchmark datasets. Each experiment
consists of 600-1000 randomly sampled episodes for
statistical reliability. Results are reported as mean
accuracy with 95% confidence intervals.

For zero-shot evaluation, harmonic mean accuracy is

computed between seen and unseen classes:
2 * Accseen * Accunseen

AcCseen + ACCynseen

This ensures that models generalize fairly across both
known and novel categories.

H. Implementation Details

All models are implemented in PyTorch with Adam
or SGD optimizers. Meta-batch sizes vary between 4
and 32 tasks depending on computational resources.
The learning rate a\alphaa for inner updates is
typically in the range of 1073 to 1072, while the
metalearning rate f is smaller, usually around 1074,
For computational efficiency, first-order
approximations (as in FOMAML or Reptile) are used
for deeper architectures. Training is performed on
multiple GPUs with early stopping based on
validation episodes.

1. Methodological Significance

This methodological framework balances theoretical
rigor with practical constraints, enabling a consistent
and reproducible approach to studying meta-learning
for computer vision. It allows fair comparison
between methods, supports evaluation across datasets
and domains, and highlights how different families of
algorithms metric-based, optimization-based, and
generative can be trained and assessed under a unified
experimental pipeline.

V. OPTIMIZATION-BASED META-LEARNING
Optimization-based meta-learning approaches view
the process of learning as an optimization problem
and aim to discover initial model parameters or
update strategies that can rapidly adapt to new tasks
using only a few gradient steps. Unlike metric-based
methods, which rely on fixed embedding spaces, these
approaches learn how to learn that is, they train the
optimization dynamics themselves. This category has
been particularly successful in computer vision, where
deep neural networks often benefit from fine-tuning
rather than non-parametric inference.

A. Model-Agnostic Meta-Learning (MAML)

Model-Agnostic Meta-Learning (MAML), introduced
by Finn et al. [5], is one of the most influential
algorithms in this categoryy MAML seeks an
initialization of model parameters that can achieve
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good performance on new tasks after a small number
of gradient updates. The algorithm is model-agnostic
and compatible with any architecture trained via
gradient descent, including convolutional neural
networks used in visual recognition tasks.
During training, MAML samples a batch of tasks T; ~
p(T), each containing a small support set and query
set. For each task, the model parameters 6 are adapted
to task-specific parameters @'; using one or a few
gradient steps on the support loss:
0'; = 6 — avVeLy PP (6)
The meta-objective then optimizes the initialization 8
such that the adapted model performs well on the
query set:
wn 3 250,
Ti~p(T)
Through this two-loop process an inner loop for task-
specific adaptation and an outer loop for meta-
optimization the model learns a prior that accelerates
learning across tasks.
MAML has been widely applied in computer vision
problems such as few-shot image classification, visual
object tracking, and meta-reinforcement learning for
vision-based control. Its generality and simplicity
make it a cornerstone of modern meta-learning
research.

B. First-Order and Approximate Variants

The original MAML algorithm requires computing
second-order gradients during the meta-update, which
can be computationally expensive and memory-
intensive for large convolutional networks. To address
this, First:Order MAML (FOMAML) simplifies the
process by ignoring second-order derivatives, resulting
in faster training with negligible performance loss.
Another popular variant, Reptile [6], further
simplifies meta-optimization by repeatedly sampling
tasks, performing several inner updates, and moving
the initialization toward the resulting parameters
without explicit computation of the meta-gradient.
Despite its simplicity, Reptile achieves competitive
results in few-shot image classification benchmarks
like Mini ImageNet and tiered ImageNet.

These first-order methods make optimization-based
meta-learning feasible for large-scale computer vision
tasks, balancing accuracy and computational
efficiency.

C. Learning to Optimize
While MAML learns a good parameter initialization,
another line of work focuses on learning the optimizer
itself. The concept, introduced by Andrychowicz et al.
[7], replaces hand-designed update rules such as
stochastic gradient descent (SGD) or Adam with
trainable neural networks often Long Short-Term
Memory (LSTM) models that output parameter
updates given current gradients.
This idea was extended by Ravi and Larochelle [12],
who treated the LSTM’s hidden state as a memory of
the learning process, allowing the optimizer to adapt
dynamically across tasks. Meta-SGD [8] further
simplified this approach by learning both the
initialization @ and a task-specific learning rate vector
o\alphaa. The update rule becomes:

0=0-a0 Val:support(e)
This formulation enables different parameters to have
independent learning rates, improving convergence
and flexibility for vision models where gradient
magnitudes can vary across layers.
Learning-to-optimize methods are powerful but
resource-intensive, as they involve training networks
to control the optimization process itself.
Nonetheless, they are highly expressive and well-suited
for few-shot adaptation in deep vision models.

D. Probabilistic and Bayesian Meta-Learning
Traditional MAML and its variants produce point
estimates of parameters after adaptation, which may
be unreliable in low-data regimes. Probabilistic
MAML (PMAML) [9] introduces uncertainty into
both initialization and adaptation steps, framing meta-
learning as approximate Bayesian inference. The idea
is to learn a distribution over model parameters rather
than a single initialization, allowing the model to
represent uncertainty about potential tasks.

Bayesian meta-learning provides several advantages in
computer vision applications, particularly where
classes are visually similar or data is noisy (e.g., fine-
grained classification, medical imaging). It helps
prevent overconfident predictions and supports more
calibrated decision-making under uncertainty.

E. Implicit and Gradient-Free Meta-Learning

More recent developments eliminate explicit gradient
computation entirely. Implicit MAML uses implicit
differentiation to approximate meta-gradients without
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storing large computation graphs, reducing memory backpropagation. These techniques are particularly
usage. Gradientfree methods such as reinforcement useful for non-differentiable tasks like image retrieval
learning-based meta-optimizers learn adaptation or discrete action selection in vision-based control.

strategies through trial and error instead of

Illustrates The Convergence Rate Of MAML, Reptile, And
Protonet During Meta-training
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Illustrates The Convergence Rate Of MAML, Reptile, And
Protonet During Meta-training
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F. Strengths and Limitations

Optimization-based meta-learning methods possess

several key advantages:

1. Flexibility: They can be applied to diverse
architectures and tasks.

2. Generalization: They learn transferable priors
that facilitate fast adaptation.

3. Effectiveness: MAML and its variants consistently
achieve state-of-the-art results on few-shot vision
benchmarks.

However, they also face limitations:

e Computational The  bilevel
optimization is resource-intensive, especially with
deep CNNE.

e Sensitivity to hyperparameters: Performance
depends on carefully tuned learning rates and

overhead:

step sizes.

¢ Limited domain generalization: Models trained
on one dataset may not generalize to tasks with
different data distributions.

G. Summary

Optimization-based meta-learning bridges the gap
between fixed representation methods and adaptive
learning strategies. By embedding the learning process
into the model itself, these approaches

3000

Reptile Accuracy (%)

4000 5000 6000

ProtoNet Accuracy (%0)

enable neural networks to adjust quickly to new visual
tasks. Future work is exploring ways to reduce
computational cost, improve stability, and extend
these techniques to multi-domain and cross-modal
vision tasks.

VL MODEL-BASED AND
AUGMENTED APPROACHES
A. Memory-Augmented Neural Networks
Memory-Augmented Neural Networks (MANNs)
store representations of support examples in an
external memory and retrieve relevant entries for
queries [10]. The architecture can learn fast one-shot
associations without gradient updates.

MEMORY-

B. Meta Networks and Fast Weights

Meta Networks generate “fast weights” conditioned
on support data, instantly adapting base models [11].
This mechanism allows continuous updates without
full retraining.

C. Recurrent Meta-Learners

Recurrent models such as LSTM-based meta-learners
[12] process entire tasks as sequences, updating
internal states with each example. These models can
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implicitly capture learning dynamics through
recurrence.

D. Neural Processes

Neural Processes [13] combine ideas from Gaussian
Processes and deep learning. They treat few-shot
prediction as estimating conditional distributions
given support examples.

E. Advantages and Limitations

Model-based approaches offer extremely fast
adaptation but may struggle with generalization when
tasks differ significantly from training. They are well-
suited for online learning scenarios such as video
understanding and robotics.

VII. GENERATIVE AND
METHODS

A. Semantic Embedding Alignment
Zero-shot learning aligns visual and semantic
embedding spaces. Models such as DeViSE and ALE
learn a compatibility function between image features
and class-level embeddings (e.g. attributes or word
vectors) [14].

ZERO-SHOT

B. Feature Generation for Unseen Classes

Generative models such as GANs and VAEs
synthesize visual features for unseen classes,
converting zero-shot into a supervised problem. For
example, f-CLSWGAN generates CNN features
conditioned on class embeddings [15], while CADA-

VAE aligns latent spaces across modalities [16].

C. Transudative and Generalized Zero-Shot
Learning

In the generalized zero-shot setting, models must
classify both seen and unseen classes simultaneously.
Techniques such as calibrated stacking and feature
hallucination [17] address bias toward seen classes.

D. Meta-Zero-Shot Learning

Recent works integrate meta-learning with zero-shot
transfer, enabling models to learn how to map
semantic attributes to visual spaces adaptively [18].

E. Strengths and Weaknesses
Generative and zero-shot methods allow recognition
of entirely unseen categories but depend heavily on

the quality of semantic embeddings or attribute data.
They can also suffer from semantic hubness many
unseen classes mapping to similar embedding regions.

VIIL. APPLICATIONS IN COMPUTER VISION
A. Image Classification

Few-shot classification is the most widely studied
application. From early datasets like omni lot to
modern benchmarks such as Mini ImageNet and
tiered  ImageNet,  metalearning  algorithms
consistently improve data efficiency.

B. Object Detection and Segmentation

Extensions such as Meta R-CNN [19] and Few-Shot
Mask R-CNN [20] adapt detection frameworks to
novel object categories with few annotations. These
methods typically fine-tune region proposal or
classification heads using meta-learning principles.

C. Fine-Grained Recognition

In fine-grained tasks (e.g., bird species, product types),
collecting labeled data is expensive. Few-shot
approaches excel here by leveraging subtle visual cues
and embedding-based similarity.

D. Medical Imaging

Meta-learning enables disease recognition with
limited patient data, such as rare cancer subtypes or
retinal anomalies. Cross-domain generalization
remains challenging due to domain shift.

E. Robotics and Vision-Based Control
Meta-learning facilitates rapid policy adaptation in
robot vision tasks such as grasping or navigation
under changing conditions [21].

IX. DATASETS AND EVALUATION

The success and comparability of meta-learning and
few-shot learning methods in computer vision depend
heavily on standardized datasets and evaluation
protocols. Over the past few years, the community has
converged on several benchmark datasets,
experimental setups, and metrics to ensure consistent
evaluation. This section reviews the most widely used
datasets, common evaluation practices, and the
challenges that arise in assessing generalization
performance.
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A. Benchmark Datasets for Few-Shot and Zero-Shot
Learning

1) Omni lot

Omni lot [1] is one of the earliest benchmarks for few-
shot learning. It consists of 1,623 handwritten
character classes from 50 alphabets, with only 20
samples per class. Each class represents a distinct
character, making omni lot analogous to an
“ImageNet for one-shot learning.” Models are typically
evaluated in 5-way or 20-way classification with 1 or 5
shots. Despite its simplicity, omni lot remains a
valuable testbed for evaluating a model’s ability to
learn from extremely few examples.

2) Mini ImageNet

Mini ImageNet [2] was introduced to provide a more
challenging and visually diverse benchmark. It is a
100-class subset of ImageNet, each with 600 color
images (84x84 pixels). Classes are split into 64 for
meta-training, 16 for validation, and 20 for meta-
testing. The dataset’s complexity, diversity, and
moderate size have made it the most commonly used
benchmark in few-shot image classification research.

3) tiered ImageNet

tiered ImageNet [3] extends Mini ImageNet by
grouping classes hierarchically based on WordNet
semantics. It contains 608 classes divided into 34
higher-level categories, enabling clearer separation
between training and test classes. This structure
reduces semantic overlap and better reflects real-world
transfer scenarios.

4) CIFAR-FS and FC100

CIFAR-FS (Few-Shot CIFAR) and FC100 are derived
from the CIFAR-100 dataset and designed for smaller-
scale experiments. CIFAR-FS simplifies few-shot

5) Meta-Dataset

Meta-Dataset [4] is a comprehensive benchmark that
combines multiple existing datasets, including
ImageNet, Omni lot, CIFAR, CUB, Fungi, and
QuickDraw. Each episode may come from a different
source domain, evaluating a model’s cross-domain
generalization. This dataset highlights the limitations
of models trained under narrow domain assumptions
and encourages research in more robust meta-
learning.

6) Datasets for Zero-Shot Learning

Zero-shot benchmarks  differ by

incorporating semantic or attribute annotations.

¢ CUB (Caltech-UCSD Birds 200-2011): Fine-
grained bird species dataset with 200 classes and
312-dimensional attribute vectors [5].

¢ AWA (Animals with Attributes): Contains 50
animal classes annotated with 85 attributes [6].

e SUN: Scene recognition dataset with 717
categories and 102 semantic attributes [7].

e aPY (aPascal/aYahoo): Combines PASCAL
VOC and Yahoo images for attribute-based zero-
shot tasks.

These datasets remain central to evaluating zero-shot

and generalized zeroshot learning in

recognition.

learning

visual

7) Few-Shot Detection and Segmentation Datasets
To extend few-shot learning beyond classification,
new benchmarks for object detection and
segmentation have emerged.

e PASCALFew Shot and COCO-Few Shot [8]
adapt traditional detection datasets for few-shot
object detection.

e FSS-1000 [9] provides 1,000 segmentation classes
with  pixel-level annotations, suitable for

setups for fast experimentation, while FCI100 evaluating few-shot semantic segmentation
introduces a more challenging hierarchical class split. models.
Dataset Domain Classes Image Size Usage
Omniglot Handwritten Characters 1623 105x105 One-shot learning
minilmageNet Natural Images 100 84x84 Few-shot classification
tieredIlmageNet | Natural Images 608 Variable Cross-domain few-shot
CUB Birds 200 224x224 Zero-shot learning
AWA2 Animals 50 Variable Attribute-based ZSL
FSS-1000 Objects 1000 Variable Few-shot segmentation
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B. Evaluation Protocols

1) Episode-Based Evaluation

Few-shot and meta-learning algorithms are evaluated
using episodes, each simulating a small supervised
learning task. In an N —way, K — shot setup, the
support set contains K labeled examples for each of
the NNN classes, and the query set contains unlabeled
samples from the same classes.

During meta-training, tasks are sampled from the
training class set Cgpgin , While validation and testing
use disjoint class sets Cpgn ANd Crege- The average
accuracy across hundreds or thousands of episodes
serves as the main performance measure.

2) Standard Splits and Reproducibility

Standard class splits are crucial for fair comparison.
For example, Mini ImageNet’s 64/16/20 split is
widely accepted, and tiered ImageNet’s hierarchical
division prevents semantic leakage between training
and testing classes. Recent works emphasize
reproducibility by releasing code, preprocessed data,
and evaluation scripts to ensure consistency across
studies.

3) Few-Shot Settings

Typical configurations include:

e 5-way l-shot (extremely low data)

e 5.way 5-shot (moderate data)

e 20-way l-shot or 20-way 5-shot (high complexity
tasks)

Performance is often reported as mean classification

accuracy with 95% confidence intervals, computed via

bootstrapping over multiple episodes.

C. Metrics for Evaluation

The most common metric in few-shot learning is

classification accuracy, averaged over all test episodes.

However, more nuanced evaluation metrics are also

used depending on the task type:

e Top-1 and Top-5 Accuracy: Standard metrics for
image classification tasks.

¢  Mean Average Precision (mAP): Used for object
detection to assess precision-recall tradeoffs.

¢ Intersection over Union (IoU): Applied in
segmentation-based few-shot evaluations.

e Harmonic Mean Accuracy: For zeroshot
learning, this balances performance on seen and

unseen classes:
2 * Accseen * Accunseen

Accseen + Accunseen

This metric discourages bias toward seen classes in
generalized zero-shot learning scenarios.

D. Baselines and Control Experiments

Given the high variance of results across few-shot

experiments, strong baselines are essential. Common

baselines include:

e Finetuning a Pretrained Model: Training a
standard CNN on base classes and fine-tuning the
classifier on few-shot tasks.

e Nearest Neighbor Classifiers: Using cosine
similarity in a pre-trained embedding space
without meta-training.

o Linear Classifiers on Frozen Embeddings: A
surprisingly strong baseline that often rivals
complex meta-learners [10].

Control experiments typically vary the number of

shots (1, 5, or 10), query set size, and backbone

architecture (e.g., Conv4, ResNet-12, WRN-28-10).

This helps disentangle improvements due to the meta-

learning algorithm from those due to representational

capacity.

E. Cross-Domain and Generalization Evaluation
While most evaluations sample tasks from a single
dataset, cross-domain testing has become a more
rigorous measure of generalization. For example,
models trained on Mini ImageNet may be tested on
CUB or CIFAR-FS to measure adaptability to new
visual domains. Meta-Dataset [4] formalizes this idea
by drawing tasks from multiple datasets, revealing that
many algorithms overfit to the training domain.

This shift toward cross-domain evaluation reflects a
more realistic application of meta-learning where new
tasks differ in distribution, style, or resolution from
those seen during training.

minilmageNet

Model Train Mini ImageNet / Test | Train Mini ImageNet / | Train Mini ImageNet / Test
Test CUB

CIFAR-FS

ProtoNet | 68.2 54.8

49.3

https://policyrj.com

| Hussain et al., 2025 |

Page 663


https://portal.issn.org/resource/ISSN/3006-7030
https://portal.issn.org/resource/ISSN/3006-7022

Policy Research Journal
ISSN (E): 3006-7030 ISSN (P) : 3006-7022

Volume 3, Issue 11, 2025

MAML 63.1 50.2 46.9
Meta- 70.3 55.7 51.2
SGD
CADA- 71.2 58.1 52.7
VAE

Compares Cross-domain Generalization Performance

80
70
60
50
40
30
20
10

ProtoNet MAML

Train minilmageNet / Test minilmageNet
Train minilmageNet / Test CIFAR-FS

Chart  compares cross-domain  generalization
performance, highlighting the degradation that occurs
when transferring from Mini ImageNet to CUB or

CIFAR-FS.

F. Common Challenges in Evaluation

Despite progress in standardization, evaluating meta-

learning methods remains challenging due to:

1. Variability in Task Sampling: Random seeds can
significantly influence results.

2. Lack of Unified Metrics: Different papers report
slightly different accuracy measures.

3. Computational Fairness: Some models require
extensive meta-training epochs, making fair
comparison difficult.

4. Domain Overlap: Poorly defined class splits can
inadvertently cause leakage between training and
testing.

Meta-SGD CADA-VAE

Train minilmageNet / Test CUB

5. Reproducibility: Small differences in
preprocessing or architecture can lead to
noticeable performance variations.

To address these issues, recent research emphasizes

open-source  benchmarks, statistically  robust

reporting, and cross-domain validation protocols.

G. Summary

Datasets such as Mini ImageNet, tiered ImageNet,
and Meta-Dataset have become foundational to
evaluating few-shot and zero-shot learning methods in
computer vision. Episode-based protocols and
confidence interval reporting have helped improve
comparability, yet challenges remain regarding
domain  generalization,  reproducibility,  and
evaluation fairness. Future benchmarks are expected
to integrate multimodal data, temporal dynamics, and
continual learning settings to more accurately reflect
real-world adaptation scenarios.

https://policyrj.com

| Hussain et al., 2025 |

Page 664


https://portal.issn.org/resource/ISSN/3006-7030
https://portal.issn.org/resource/ISSN/3006-7022

Policy Research Journal
ISSN (E): 3006-7030 ISSN (P) : 3006-7022

Volume 3, Issue 11, 2025

Algorithm 5-way 1-shot (%) 5-way 5-shot (%)
MatchingNet 43.6 55.3
ProtoNet 49.4 68.2
MAML 48.7 63.1
Reptile 47 62.8
Meta-SGD 50.5 70.3
CADA-VAE 53.9 71.2
Optimization-based Approaches
80
70
60
50
40
30
20
10
0

MatchingNet ProtoNet MAML

5-way 1-shot (%)

As shown in Chart, optimization-based approaches
such as MAML and Meta-SGD generally outperform
metric-based models like Matching Networks and
Prototypical Networks on 1-shot classification tasks.

X. CONCLUSION

Metalearning, few-shot, and zero-shot learning have
transformed how computer vision systems approach
data scarcity. By focusing on adaptation and transfer
rather than memorization, these methods bring Al
closer to human-like learning. Despite major progress,
challenges in  generalization, scalability, and
integration across paradigms remain. Continued
advances combining generative
modeling, and self-supervised pretraining are expected
to drive the next breakthroughs in visual
understanding with minimal supervision.

meta-learning,

Reptile Meta-SGD CADA-VAE

5-way 5-shot (%)
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