
Policy Research Journal  
ISSN (E): 3006-7030 ISSN (P): 3006-7022  Volume 4, Issue 3, 2026 
 

https://policyrj.com          | Naveed et al., 2026 | Page 837 

 
AN END-TO-END ORTHOPEDIC DISEASE IMAGE CLASSIFICATION 

SYSTEM USING CONVOLUTIONAL NEURAL NETWORKS 
 

Zainab Naveed*¹, Rubaina Nazeer*², Muhammad Sajid Maqbool*³, Dr. Naeem Aslam4,  
Hira Saleem5, Muqadas Nadeem6 

 

*1, *3,4, 5Department of Computer Science, NFC Institute of Engineering and Technology, Multan, Pakistan 
²Department of Software Engineering, National University of Modern Languages (NUML), Multan, Pakistan 

6Department of Computer Science, Emerson University Multan, Pakistan 
 

*¹zainabnaveed4554@gmail.com, *²rubaina.nazeer@numl.edu.pk, *³sajid.maqbool@nfciet.edu.pk, 
⁴naeem.aslam@nfciet.edu.pk, ⁵hira.saleem@nfciet.edu.pk, 6nmuqadas587@gmail.com 

 
DOI: http://doi.org/10.5281/zenodo.19383085  
 

 

Abstract 
Orthopedic conditions such as fractures, arthritis, osteoporosis, and joint-related 
disorders are commonly evaluated using musculoskeletal X-ray images; however, 
traditional diagnosis relies on manual interpretation by orthopedic specialists, 
which can be time-consuming, subjective, and prone to human error, particularly 
in high-pressure clinical environments. Variations in patient anatomy, image 
quality, noise, and overlapping bone structures further increase diagnostic 
complexity. To address these challenges, this study presents an end-to-end 
automated orthopedic disease classification system based on Convolutional 
Neural Networks (CNNs). The proposed framework utilizes the publicly 
available MURA dataset, comprising labeled X-ray images from multiple upper 
limb regions representing both normal and abnormal conditions. Comprehensive 
data engineering techniques, including exploratory data analysis, image 
preprocessing, and data augmentation, are applied to enhance data quality and 
improve model generalization, with all images standardized to a fixed resolution 
and normalized prior to training. The CNN model is designed to automatically 
learn discriminative spatial features from X-ray images and classify them into 
different orthopedic disease categories. Model performance is evaluated using 
standard metrics such as accuracy, precision, recall and confusion matrix analysis. 
Experimental results demonstrate that the proposed approach effectively 
distinguishes between various orthopedic conditions, highlighting the potential of 
deep learning-based systems to improve diagnostic accuracy, reduce clinician 
workload, and support informed decision-making in orthopedic practice. 
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1 Introduction  
The proposed framework utilizes the publicly 
available MURA dataset, comprising labeled X-ray 
images from multiple upper limb regions 
representing both normal and abnormal 
conditions. Comprehensive data engineering 

techniques, including exploratory data analysis, 
image preprocessing, and data augmentation, are 
applied to enhance data quality and improve 
model generalization, with all images standardized 
to a fixed resolution and normalized prior to 
training. The CNN model is designed to 
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automatically learn discriminative spatial features 
from X-ray images and classify them into different 
orthopedic disease categories. Model performance 
is evaluated using standard metrics such as 
accuracy, precision, recall and confusion matrix 
analysis. Experimental results demonstrate that 
the proposed approach effectively distinguishes 
between various orthopedic conditions, 
highlighting the potential of deep learning-based 
systems to improve diagnostic accuracy, reduce 
clinician workload, and support informed 
decision-making in orthopedic practice. Manual 
diagnosis of orthopedic disorders from X-ray 
images is time-consuming and highly dependent 
on expert availability, making it prone to delays, 
fatigue-related errors, and subjective 
interpretation. Orthopedic X-ray images exhibit 
high visual complexity, including variations in 
bone anatomy, noise, overlapping structures, and 
inconsistent contrast, which complicates accurate 
disease identification. Existing automated 
diagnostic systems struggle to handle these image 
complexities effectively, resulting in reduced 
reliability and limited clinical adoption. The key 
objectives of this research are to: 

• To design and implement a comprehensive 
orthopedic disease classification framework using 
deep learning techniques. 
• To utilize a Convolutional Neural Network 
(CNN) for categorizing X-ray images into multiple 
orthopedic disease classes. 
• To assess the effectiveness of the proposed 
system using widely accepted classification 
evaluation metrics. 
 
Orthopedic conditions such as fractures, arthritis, 
osteoporosis, and joint-related disorders are 
commonly evaluated using musculoskeletal X-ray 
images; however, traditional diagnosis relies on 
manual interpretation by orthopedic specialists, 
which can be time-consuming, subjective, and 
prone to human error, particularly in high-
pressure clinical environments. Variations in 
patient anatomy, image quality, noise, and 
overlapping bone structures further increase 
diagnostic complexity. To address these 
challenges, this study presents an end-to-end 
automated orthopedic disease classification system 
based on Convolutional Neural Networks 
(CNNs). 

 
 

  
Figure 1: Research Process 
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Despite the significant advancements enabled by 
CNN-based models, several challenges remain 
unresolved.  
One major issue is dataset imbalance, which is 
prevalent in medical imaging datasets. In the 
MURA dataset, abnormal cases are often 
underrepresented compared to normal samples, 
leading to biased learning and reduced sensitivity 
to rare conditions. This imbalance can negatively 
impact recall and increase the risk of false 
negatives, which is particularly concerning in 
clinical applications. Another challenge is the 
limited availability of labeled medical data. 
Annotating medical images requires expert 
knowledge and is both time-consuming and costly. 
As a result, deep learning models may suffer from 
overfitting, especially when trained on small or 
imbalanced datasets. To address this issue, 
researchers have employed data augmentation 
techniques such as rotation, flipping, scaling, and 
contrast adjustment to artificially increase data 
diversity and improve model generalization. 
Additionally, the lack of interpretability in deep 
learning models poses a barrier to clinical 
adoption. CNNs are often criticized as “black-box” 
systems, making it difficult for clinicians 
understand the reasoning behind model 
predictions. This has led to growing interest in 
explainable AI techniques that provide visual 
explanations and highlight regions of interest 
influencing the model’s decision. 
In orthopedic practice, X-ray imaging remains one 
of the most commonly used diagnostic tools for 
detecting conditions such as fractures, arthritis, 
and osteoporosis. Traditional diagnosis relies on 
manual examination by specialists, which can be 
inefficient and susceptible to errors, particularly in 
high-pressure clinical settings. Differences in 
anatomical structures, imaging conditions, and 
overlapping tissues further complicate accurate 
interpretation. As a result, there is a growing need 
for automated diagnostic systems based on CNNs 
to assist clinicians in making accurate and 
consistent decisions. 
 
 
 

2 Literature Review 
Medical image analysis has long been a critical 
research area in computer vision and healthcare, 
aiming to assist clinicians in accurate, efficient,and 
consistent diagnosis. In orthopedics, X-ray 
imaging remains one of the most commonly used 
diagnostic tools due to its affordability, 
availability, and ability to visualize bone structures. 
However, the interpretation of musculoskeletal X-
ray images is inherently complex, requiring expert 
knowledge and extensive clinical experience. This 
complexity has driven continuous research efforts 
to develop automated diagnostic systems capable 
of supporting orthopedic decision-making. 
 
2.1 Traditional Machine Learning 
Approaches in Medical Image Analysis: 
Earlier studies in medical image analysis 
predominantly relied on traditional machine 
learning techniques. These approaches typically 
followed a multi-stage pipeline consisting of image 
preprocessing, handcrafted feature extraction, 
feature selection, and classification. Researchers 
manually designed features to capture visual 
characteristics such as edges, textures, shapes, and 
intensity distributions. Common feature 
extraction methods included Histogram of 
Oriented Gradients (HOG), Scale-Invariant 
Feature Transform (SIFT), Gray Level Co-
occurrence Matrix (GLCM), and Local Binary 
Patterns (LBP). Once features were extracted, 
classical machine learning classifiers such as 
Support Vector Machines (SVM), k-Nearest 
Neighbors (k-NN), Naïve Bayes, and Random 
Forests were employed to categorize medical 
images into normal or abnormal classes. Among 
these, SVMs were particularly popular due to their 
effectiveness in handling high-dimensional feature 
spaces and small datasets. Several studies reported 
moderate success using such techniques for 
fracture detection, bone density estimation, and 
joint abnormality classification. Despite their 
initial promise, handcrafted feature-based 
methods exhibited significant limitations. The 
performance of these systems heavily depended on 
the quality and relevance of manually engineered 
features, which often required substantial domain 
expertise. Additionally, handcrafted features were 
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not robust to variations in imaging conditions 
such as noise, contrast differences, anatomical 
diversity, and overlapping bone structures. As a 
result, these approaches struggled to generalize 
across different datasets and clinical 
environments. 
 
2.2 Limitations of Handcrafted Feature-
Based Methods 
One of the major drawbacks of traditional 
machine learning approaches is their inability to 
effectively capture complex spatial and contextual 
relationships within medical images. X-ray images 
often contain subtle visual cues that are 
distributed across multiple regions and scales. 
Handcrafted features, being shallow 
representations, fail to model these hierarchical 
and spatial dependencies comprehensively. 
Consequently, traditional systems often 
misclassify challenging cases, particularly in 
scenarios involving early-stage disease, minor 
fractures, or ambiguous abnormalities. 
Furthermore, the feature extraction and 
classification stages were typically optimized 
independently, resulting in suboptimal end-to-end 
performance. This fragmented pipeline increased 
system complexity and reduced adaptability to new 
data. These challenges highlighted the need for 
more advanced learning paradigms capable of 
automatically discovering discriminative features 
directly from raw image data. 
 
 
 
 
 
 

2.3 Emergence of Deep Learning and CNN-
Based Models 
The advent of deep learning, particularly 
Convolutional Neural Networks (CNNs), marked 
a significant shift in medical image analysis 
research. CNNs introduced an end-to-end 
learning framework in which feature extraction 
and classification are jointly optimized. Unlike 
traditional methods, CNNs automatically learn 
hierarchical feature representations from raw pixel 
data through multiple layers of convolution, 
pooling, and non-linear activation functions. 
Lower layers of CNNs typically capture low-level 
features such as edges and textures, while deeper 
layers learn high-level semantic representations 
corresponding to anatomical structures and 
pathological patterns. This hierarchical learning 
capability allows CNNs to effectively model 
complex spatial relationships inherent in medical 
images, leading to superior performance 
compared to classical approaches. Several 
landmark studies demonstrated the effectiveness 
of CNNs in various medical imaging tasks, 
including disease detection, organ segmentation, 
and image classification. Inspired by these 
successes, researchers began applying CNN-based 
models to orthopedic X-ray analysis, achieving 
substantial improvements in diagnostic accuracy 
and robustness. 
 
3 Methodology  
This research utilized the MURA dataset, which 
consists of labeled musculoskeletal X-ray images 
collected from different anatomical regions. 
Images are categorized as either normal or 
abnormal, reflecting real clinical scenarios and 
variations in image quality. 
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3.1 Data Profiling 
A detailed analysis was conducted to examine class 
distribution, image dimensions, and quality. 
Sample images were visually inspected to identify 
common characteristics and guide preprocessing 
decisions. 
 
3.2 Data Preprocessing 
All images were standardized to a resolution of 
224×224 pixels. Pixel normalization was applied to 
stabilize training. Augmentation techniques such 

as rotation, flipping, and brightness enhancement 
were introduced to improve generalization and 
reduce overfitting. 
 
3.3 Model Selection 
A CNN architecture was adopted for its 
effectiveness in visual feature extraction. The 
model includes convolutional and pooling layers 
for feature learning and dimensionality reduction, 
followed by dense layers for classification. A 
SoftMax layer generates final disease predictions. 

 
 
 
 

Figure 2: Methodological Framework for Bone Fracture Detection using MURA 
Dataset and Deep Learning Architecture 
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3.4 Model Training and Evaluation 
The dataset was split into training, validation, and testing subsets in a 78:14:8 ratio. The CNN was trained 
using the Adam optimizer and categorical cross-entropy loss function. Model performance was assessed using 
standard evaluation metrics and confusion matrix analysis. 
 
 
 
 
 
3.5 Selected Dataset 
MURA (Musculoskeletal Radiographs) Dataset 
and its objectives are given below: 
• To provide a large-scale collection of 
musculoskeletal X-ray images which includes 
elbow, finger, wrist, shoulder, forearm, hand, 
humerus. 
• To include annotated samples representing both 
normal and abnormal orthopedic conditions. 
• To capture real clinical variability, such as 
different body regions and diverse image quality. 
• To serve as a publicly accessible benchmark 
dataset commonly used in medical AI research. 
 

3.6 Role of the Dataset 
• Supplies labeled data necessary for supervised 
deep learning. 
• Enables the CNN to learn distinguishing visual 
characteristics of orthopedic conditions. 
• Acts as the foundation for model training, 
validation, and testing. 
 
3.7 CNN Architecture 
• Input layer with dimensions 224×224×1 or 
224×224×3. 
• Multiple convolutional layers with Rectified 
Linear Unit (ReLU) activation functions. 
• Max pooling layers for spatial down sampling. 

Figure 3: Deep Neural Network Architecture for Multi-Class Classification 
(Feature Input → Dense Layers with ReLU → Softmax Output) 
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3.8 3.5. Training Configuration 
• Optimizer: Adam (how the neural network 
updates its weight 
• Loss Function: Categorical Cross-Entropy 
• Batch Size: 8 
• Number of Epochs: 20 

3.9 Dataset Splitting 
• 40,005—total no of images 
• 78% Training 
• 14% Validation 
• 8% Testing 

 

 
The introduction of large-scale, publicly available 
datasets further accelerated research in deep 
learning-based orthopedic diagnosis. The MURA 
(Musculoskeletal Radiographs) dataset has 

emerged as one of the most widely used 
benchmarks for musculoskeletal abnormality 
detection. It contains thousands of X-ray images 
from different upper limb regions, including the 

Figure 4: Architecture of DenseNet169-Based Model 

Figure 5: Organization of the MURA Dataset into Training and Validation Sets with 
Labeled Body Parts 
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wrist, elbow, shoulder, humerus, and finger, 
labeled as normal or abnormal. Several studies 
utilizing the MURA dataset reported promising 
results, with CNN-based models achieving 
performance comparable to, and in some cases 
exceeding, that of experienced radiologists. 
Researchers explored both custom CNN 
architectures and transfer learning approaches 
using pre-trained models such as VGG, ResNet, 
DenseNet, and Inception. These studies 
highlighted the ability of CNNs to learn 
discriminative features that effectively 
differentiate between healthy and pathological 
cases. The MURA dataset has played a crucial role 
in advancing musculoskeletal image analysis by 
providing a standardized benchmark for model 
evaluation and comparison. Its real-world clinical 
variability makes it particularly valuable for 
developing robust and generalizable diagnostic 
systems. 

3.10 Data Profiling (Exploratory Data 
Analysis) 
An exploratory analysis was conducted to examine 
the distribution of X-ray images across disease 
categories, including fractures, arthritis, 
osteoporosis, and normal cases. The analysis 

revealed class imbalance, a common issue in 
medical datasets where abnormal samples are 
often underrepresented. Additional assessments 
were performed to evaluate variations in image 
resolution, brightness, and contrast. Visual 
inspection of selected X-ray images helped in 
understanding data quality and identifying 
disease-related patterns. 
 
3.11 Preprocessing Techniques 
To ensure consistency and optimal learning 
performance, all images were resized to a uniform 
resolution of 224×224 pixels. Pixel intensity values 
were normalized to a range between 0 and 1. 
Depending on the CNN configuration, images 
were processed in grayscale or RGB format. 
Disease labels were transformed into numerical 
representations to enable supervised training. 
 
3.12 Data Augmentation 
To enhance the robustness of the model and 
reduce overfitting, data augmentation strategies 
were applied. These included image rotation, 
horizontal flipping, and adjustments to brightness 
and contrast, thereby increasing variability within 
the training dataset. 

 

 
 Figure 6: Data Augmentation Techniques 
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4 Model Evaluation and Results  
The performance of the proposed CNN model 
was measured using the following evaluation 
criteria: 
• Accuracy 
• Precision 
• ROC-AUC 

• PR-AUC 
• Loss 
• Confusion Matrix 
A confusion matrix is a performance 
measurement tool that summarizes the 
classification results by comparing predicted labels 
with actual labels. 

 

 

 
The trained convolutional neural network (CNN) 
exhibited strong classification performance on the 
test dataset, effectively distinguishing among 
multiple orthopedic disease categories. The model 
leveraged deep feature extraction capabilities to 
capture complex patterns present in X-ray images, 
enabling accurate differentiation between various 
pathological conditions. This demonstrates the 
effectiveness of deep learning-based approaches in 
handling high-dimensional medical imaging data. 
Quantitative evaluation using performance 
metrics further confirmed the robustness of the 
model. The model achieved balanced precision 
and recall values, indicating its ability to correctly 
identify positive cases while maintaining a low rate 
of false predictions. Additionally, the Receiver 
Operating Characteristic–Area Under the Curve 

(ROC-AUC) score demonstrated the model’s 
strong discriminative capability across different 
classification thresholds. A high ROC-AUC value 
reflects that the model can effectively separate 
different disease classes. 
Moreover, the Precision–Recall Area Under the 
Curve (PR-AUC) provided further insight into the 
model’s performance, particularly in the presence 
of potential class imbalance. The PR-AUC results 
indicated that the model maintains high precision 
even as recall increases, which is critical in medical 
diagnosis tasks where the cost of misclassification 
can be significant. Together, these metrics confirm 
the reliability and stability of the proposed model. 
The confusion matrix analysis offered a detailed 
view of classification outcomes across all 
categories. The majority of samples were correctly 

Figure 7: Confusion Matrix 
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classified, with only a small number of 
misclassifications observed between closely related 
disease classes. This indicates that the model has 
learned meaningful and discriminative features 
relevant to orthopedic conditions, leading to 
strong generalization on unseen data. 
In conclusion, the experimental results validate 
the effectiveness of the proposed CNN-based 
framework for orthopedic disease classification 
using X-ray images. The combination of high 
ROC-AUC and PR-AUC scores, along with 
balanced precision and recall, highlights the 
model’s capability to deliver accurate and 
consistent predictions. These findings suggest that 
the model has significant potential for real-world 

clinical applications, where it can assist healthcare 
professionals in improving diagnostic accuracy 
and decision-making processes. 
 
5. Results 
The trained convolutional neural network (CNN) 
exhibited strong classification performance on the 
test dataset, effectively distinguishing among 
multiple orthopedic disease categories. The model 
leveraged deep feature extraction capabilities to 
capture complex patterns present in X-ray images, 
enabling accurate differentiation between various 
pathological conditions. This demonstrates the 
effectiveness of deep learning-based approaches in 
handling high-dimensional medical imaging data. 

 

 

 
Quantitative evaluation using performance 
metrics further confirmed the robustness of the 
model. The model achieved balanced precision 
and recall values, indicating its ability to correctly 
identify positive cases while maintaining a low rate 
of false predictions. Additionally, the Receiver 
Operating Characteristic–Area Under the Curve 
(ROC-AUC) score demonstrated the model’s 
strong discriminative capability across different 
classification thresholds. A high ROC-AUC value 

reflects that the model can effectively separate 
different disease classes.  
Moreover, the Precision–Recall Area Under the 
Curve (PR-AUC) provided further insight into the 
model’s performance, particularly in the presence 
of potential class imbalance. The PR-AUC results 
indicated that the model maintains high precision 
even as recall increases, which is critical in medical 
diagnosis tasks where the cost of misclassification 
can be significant. Together, these metrics confirm 
the reliability and stability of the proposed model. 

Figure 8: ROC-AUC Model Evaluation Matrix 
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The confusion matrix analysis offered a detailed 
view of classification outcomes across all 
categories. The majority of samples were correctly 
classified, with only a small number of 
misclassifications observed between closely related 
disease classes. This indicates that the model has 
learned meaningful and discriminative features 
relevant to orthopedic conditions, leading to 
strong generalization on unseen data. 
The loss function analysis further supports the 
effectiveness of the trained CNN model. 
Throughout the training process, the loss steadily 

decreased and converged to a low value, indicating 
that the model successfully minimized prediction 
errors. The gap between training and validation 
loss remained minimal, suggesting good 
generalization and the absence of significant 
overfitting. This stable convergence reflects the 
model’s ability to learn meaningful patterns from 
X-ray images while maintaining consistency on 
unseen data. Overall, the optimized loss function 
contributed to the model’s strong performance, 
ensuring reliable and accurate classification across 
multiple orthopedic disease categories. 

 
 
 
 
 
 
 
 
 
 
 
 

Figure 9: PR-AUC Model Evaluation Matrix 
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In conclusion, the experimental results validate 
the effectiveness of the proposed CNN-based 
framework for orthopedic disease classification 
using X-ray images. The combination of high 
ROC-AUC and PR-AUC scores, along with 
balanced precision and recall, highlights the 
model’s capability to deliver accurate and 
consistent predictions. These findings suggest that 
the model has significant potential for real-world 
clinical applications, where it can assist healthcare 
professionals in improving diagnostic accuracy 
and decision-making processes. 
 
6. Conclusion 
This study presents a robust end-to-end orthopedic 
disease classification system based on a 
convolutional neural network (CNN) 
architecture. The proposed framework is designed 
to automatically process and analyze X-ray images 
without the need for manual feature extraction. By 
leveraging deep learning techniques, the system is 
capable of learning hierarchical and discriminative 
features directly from raw medical images, making 

it highly effective for complex classification tasks 
in the orthopedic domain. The developed model 
demonstrates reliable and consistent classification 
performance across multiple disease categories. 
Through systematic training and evaluation, the 
framework effectively captures subtle variations in 
X-ray images that are often difficult to identify 
using traditional methods. The integration of 
preprocessing, augmentation, and a pre-trained 
CNN backbone further enhances the model’s 
ability to generalize well on unseen data, ensuring 
stability and robustness in real-world scenarios. 
Experimental results indicate that the proposed 
system achieves strong performance across key 
evaluation metrics, including accuracy, precision, 
recall, ROC-AUC, and PR-AUC. These results 
confirm that the model not only distinguishes 
between different classes effectively but also 
maintains a balance between sensitivity and 
specificity. Such performance is critical in medical 
applications, where accurate and dependable 
predictions are essential for patient care.  

Figure 10: Loss Model Evaluation Matrix 
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Furthermore, the end-to-end nature of the 
framework simplifies the overall diagnostic 
pipeline by eliminating the need for handcrafted 
feature engineering. This reduces human 
intervention and minimizes potential biases, 
making the system more efficient and scalable. 
The automation of X-ray image analysis can 
significantly reduce the workload of radiologists 
and support faster clinical decision-making. 
 
7. Future Work 
Future research can focus on expanding the 
dataset to include a more diverse and 
comprehensive collection of X-ray images. 
Incorporating data from multiple sources, 
different patient demographics, and varying 
imaging conditions can significantly improve the 
generalization capability of the model. A larger 
and more heterogeneous dataset would enable the 
system to better handle real-world variability and 
reduce potential biases, ultimately leading to more 
robust and reliable predictions. Another 
important direction is the extension of the current 
framework to support multi-class and multi-label 
classification. In practical clinical scenarios, 
patients may present with multiple co-existing 
orthopedic conditions, making it essential for the 
model to identify more than one disease 
simultaneously. Enhancing the system to perform 
multi-label classification would increase its clinical 
relevance and applicability, allowing it to better 
reflect real-world diagnostic requirements. 
Furthermore, integrating explainable artificial 
intelligence (XAI) techniques can greatly enhance 
the interpretability and transparency of the model. 
Methods such as Grad-CAM, saliency maps, or 
attention-based mechanisms can help visualize 
which regions of the X-ray image contributed most 
to the model’s decision. This added level of 
interpretability is crucial in healthcare settings, as 
it builds trust among clinicians and supports more 
informed decision-making.In addition, future 
work may explore the optimization of the model 
for real-time deployment within hospital 
information systems. This includes improving 
computational efficiency, reducing inference time, 
and ensuring compatibility with existing medical 
infrastructures such as PACS (Picture Archiving 

and Communication Systems). A seamless 
integration would allow clinicians to access 
automated diagnostic insights directly during 
routine workflows, enhancing productivity and 
reducing diagnostic delays. 
Finally, further validation through clinical trials 
and collaboration with medical experts is essential 
to assess the practical effectiveness of the proposed 
system. Evaluating the model in real-world 
environments will help identify potential 
limitations and ensure its safety, reliability, and 
acceptance in clinical practice. 
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