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 Abstract 

Ransomware has rapidly evolved into a formidable cybersecurity menace, 
capable of paralyzing entire infrastructures by encrypting critical data and 
demanding monetary ransom for decryption keys. Unlike traditional malware, 
modern ransomware variants exhibit polymorphic and obfuscated behaviors, 
rendering conventional signature-based and heuristic rule-based detection systems 
largely ineffective, particularly against zero-day threats. To address this 
challenge, we introduce an unsupervised anomaly detection framework 
leveraging deep autoencoder networks to identify ransomware activity through 
real-time file system behavior analysis. Our approach systematically monitors 
fine-grained behavioral indicators such as high-frequency file modifications, 
entropy shifts indicative of encryption, anomalous file renaming patterns, and 
rapid extension changes within temporal windows to construct a feature-rich 
representation of benign system dynamics. The autoencoder is trained solely on 
normal operational data, enabling it to learn compact latent representations 
that capture typical file system behavior. Anomalies are detected based on 
elevated reconstruction errors, calculated using the squared L2-norm between 
input and output vectors, which signal deviations from learned benign patterns. 
Comprehensive experimental evaluations on both the EMBER benchmark and 
a curated real-world ransomware dataset demonstrate that the proposed method 
achieves a detection accuracy of 96.2%, a precision of 95.1%, and maintains 
a low false positive rate of 3.5%. These results validate the efficacy of the model 
in proactively detecting both known and unknown ransomware strains in 
dynamic and high-throughput environments. 
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INTRODUCTION
Ransomware is one of the most disruptive and 
financially harmful attack types to the security of an 
organization in the past several years, affecting all sizes 
of victims from personal devices to international 
corporations and critical infrastructure. This is done 
through encrypting important files and asking victims 

for ransom fees in exchange for decryption keys, 
usually resulting in permanent data loss, operational 
downtime and huge financial impacts [1]. 
Ransomware is more obvious and aggressive than 
traditional malware which is often reliant on stealth 
and persistence to execute its functionalities, 
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encryption of thousands of files often happens just 
minutes after execution [2]. While immutable state 
changes of the file system might indicate dangerous 
behavior, attackers have learned to defeat such 
conventional detection systems that rely on static 
signatures or rule-based heuristics, specifically 
through the rampant evolution of polymorphic and 
metamorphic code transformations, sandbox evasion, 
and obfuscation techniques [3] . Traditional solutions 
do not perform well against zero-day and unknown 
(and previously unseen) ransomware strains, which 
creates an urgent need for adaptive, intelligent and 
behavior-based detection capabilities. To mitigate the 
limitations posed by these methods, behavior-based 
detection has become a common approach to pursue. 
Empirical collaboration with a peer group has shown 
that this approach allows the use of rich contextual 
and temporal features (for example, different file 
system activity manifested during the runtime) that 
are less susceptible to code-level evasion, as opposed 
to analyzing binary signatures or opcode sequences. 
We apply deep learning (specifically variation of 
unsupervised autoencoders) to learn and model the 
benign behavior of common file system operations 
over time in this study [4]. This is where autoencoders 
shine, since they can also learn compressed 
representations together with the ability to identify 
anomalies through reconstruction errors. Finally, our 
model is robust to zero-day ransomware attacks, as it 
is trained only on benign data and does not rely on 
any pre-knowledge of malicious behavior. 
We propose a framework that abstracts low-level file 
system activities, including file creation, modification, 
deletion, renaming and entropy change in sliding time 
windows to generate high-dimensional temporal 
feature vectors. It learns to reconstruct such vectors 
using the autoencoder and compute reconstruction 
error. At inference time, any large change in this error 
is considered anomalous behavior, and hence 
potentially malicious. We have a real-time analysis 
pipeline able to detect ransomware before it 
completes encryption [5]. 
The important contributions of this work are as 
follows: 
 
Physically Unclonable File System Signature Logger 
We develop a file system monitoring module with 
little overhead and in an event-driven manner, which 

can log information of behavior indicators to the 
granularity of physical storage entity, including 
entropy-based behaviors such as encryption 
fingerprints in real-time. In the Unsupervised 
Autoencoder-Based detection framework we propose 
to learn the latent distribution of benign behavior and 
identify deviations from it based on the 
reconstruction errors [6]. 
 
Evaluation on Real-World Data 
We validate our technique on several real ransomware 
samples and public datasets (EMBER and a custom 
ransomware dataset) demonstrating high accuracy and 
very low false positive rates through extensive 
evaluations [7]. 
 
Mathematical Foundations and Working Pipeline  
We mathematically detail the anomaly scoring 
procedure and show an entire end-to-end pipeline 
that can be deployed in a streaming production setting 
[8]. 
We believe this work is a major step forward in the 
ransomware detection field by including unsupervised 
deep learning and a fine-grained behavior analysis, 
which contributes to early, accurate and adaptive 
detection for both known and unknown ransomware 
attacks. 
 
2. RELATED WORK 
With the rapid evolution and complexity of 
ransomware attacks, traditional signature-based 
solutions are no longer sufficient, necessitating the 
need for intelligent, adaptive detection mechanisms. 
Much research has been conducted to investigate the 
use of machine learning and behavioral analytics to 
identify malware and ransomware based on system 
actions and system context. Current research 
highlights behavior-based detection models are more 
resistant as modern ransomware often uses code 
obfuscation and encryption methods. Movement in 
[9] proposed a behavior-based intelligent detection 
mechanism only for IoT spectrum sensors under 
malware-induced anomalies in real-time sensor data 
streams. Their model showed that a realistic way to 
detect advanced persistent threats is to monitor 
behavioral deviations, which can be seen along the 
same lines as the concept of detecting ransomwares in 
host-based environments. 
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In the literature survey of ransomware detection 
methods mentioned the drawbacks of supervised 
learning methods because they depend on labeled 
malicious datasets. His paper laid out future 
directions encouraging the use of unsupervised/semi-
supervised models with the ability to learn from 
benign data and generalize to zero day attacks that is 
the approach we implement and build on with 
autoencoders [10]. Challenges of privacy and 
intrusion that arise when implementing IoT devices 
are of a major concern, where it presents a taxonomy 
of threats that have emerged recently and 
countermeasures taken to tackle them [11]. The paper 
is not specifically about ransomware but highlights the 
increasing necessity of real-time, anomaly-aware 
models among connected systems and affirms the 
suitability of our unsupervised framework. The focus 
of ransomware detections has been based at the file 
system activity. A machine learning framework for 
dynamic ransomware detection is proposed in [12], 
which learns the windows file system behavior (i.e., 
behavioral features). Indeed, low-level indicators like 
file access patterns and entropy changes played the 
largest role in their model, as they do in the feature 
engineering component of the autoencoder system we 
propose. 
However, there are some deep learning approaches 
gaining ground for anomaly detection, especially with 
neural architectures that are specifically trained for 
modeling temporal sequences. For malicious data 
detection in mobile crowd sensing scenarios, same 
authors have proposed an adaptive temporal 
convolutional network (TCN) autoencoder [13]. 
However, our work exploits standard autoencoders 
trained directly on reconstruction to perform anomaly 
detection, while the model can successfully capture 
temporal dependencies and may be useful to identify 
advanced ransomware with similar architectures. In 
our previous work [14], we also looked into various 
machine learning methods for detection of user-cloud 
host malicious behavior based on some of the host-
level system process information. Although these have 
proved effective, they require curated labels and are 
more susceptible to adversarial manipulations than 
unsupervised approaches. Anomaly detection 

research has also been focusing on resource-
constrained environments such as the IoT devices. In 
[15] the work proposed a quantized autoencoder 
which is effective in conserving memory and 
computations without loss of accuracy in detection, 
indicating that autoencoder models can be modified 
to suit light weighted deployment targets. Although 
our experiments were conducted over classical file 
system, the nature of efficient representation learning 
is the same. 
Most recently, [16] proposed an unsupervised learning 
framework for detecting anomalies in cloud 
computing environments. This illustrated that outlier 
detection algorithms that are clustering and density-
based models can be performed successfully in an 
unlabeled container of data streams. What sets our 
work apart is the use of deep autoencoders, an 
unsupervised learning approach with its emphasis on 
file system activity unique to ransomware and other 
systematic behavior of ransomware. Together, these 
studies highlight a tendency toward more intelligent, 
behavior-aware, unsupervised detection models 
tackling the issue of emergent malware. In contrast, 
even though there are several works addressing 
various related aspects to the fully integrated, real-time 
ransomware detection pipeline using unsupervised 
deep autoencoders and low-level file system 
monitoring, none of the existing works can be 
considered an integrated solution, which is addressed 
directly in this work. 
 
3. MEHTODOLOGY 
The proposed framework of real-time ransomware 
detection based on unsupervised autoencoders are 
designed and implemented. It has four main 
elements: online behavior logging, feature extraction, 
divergence using autoencoders and anomaly scoring. 
Every single one of the components is lightweight and 
built to work in a modular fashion to enable easy 
integration with other endpoint protection platforms. 
 
A. SYSTEM ARCHITECTURE 
The proposed detection pipeline comprises four core 
modules, illustrated in Fig. 1 
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In fig 3.1 the diagram visually represents the core 
methodology of the proposed ransomware detection 
system using autoencoders. It outlines a sequential 
pipeline starting with the Behavior Logger, which 
captures real-time file system events. These events are 
then processed by the Feature Extractor to generate 
structured input for the Autoencoder Model, which 
learns benign behavioral patterns. The Anomaly 
Scorer evaluates reconstruction errors to detect and 
flag ransomware activity, enabling real-time, 
unsupervised anomaly detection. 
 
1. Behavior Logger  
A real-time file system behavior logging daemon is 
developed to monitor and record system-level events 
using operating system hooks and APIs (e.g., inotify 
for Linux or ETW for Windows). The logger captures 
file-related activities such as creation, modification, 
deletion, renaming, and file extension changes [17]. 
Entropy estimates are computed for each modified file 
using Shannon entropy: 

𝐻(𝑋) = − ∑ 𝑝(𝑥𝑖)𝑙𝑜𝑔2 𝑝(𝑥𝑖)

𝑛

𝑖=1

 

where  
𝑝(𝑥𝑖) is the probability of byte 𝑥𝑖  in the file. Entropy 
serves as a strong indicator of encryption behavior, 
which is a hallmark of ransomware attacks. 
 
2. Feature Extractor 
System logs are aggregated over fixed-length sliding 
time windows (e.g., 10s or 30s). For each time 
window, statistical and behavioral metrics are 
extracted, forming a high-dimensional feature vector. 
The selected features are both domain-relevant and 
lightweight, including: 

 Number of file modifications (f1) 
 Mean entropy change across modified files 

(f2) 
 Count of file rename events (f3) 
 File deletions (f4) 

 Number of file extension modifications (f5) 
 Cumulative file size changes (f6) 

Each time window is represented as a feature vector: 
𝑋(𝑡) = [ 𝑓1 (𝑡), 𝑓2 (𝑡), … … … … . . 𝑓𝑛 (𝑡)]  ∈ 𝑅𝑛 

where n is the number of features and t denotes the 
time window. 
 
3. Autoencoder Based Anomaly Detection 
A deep autoencoder is trained to reconstruct benign 
feature vectors. It consists of an encoder that 
compresses the input into a lower-dimensional latent 
[18] representation z, and a decoder that reconstructs 
the original input x^. Formally: 
 

𝑧 = 𝑓0(𝑥) = 𝜎(𝑊𝑒𝑥 + 𝑏𝑒) 
 𝑥^ = 𝑔∅(𝑧) = 𝜎(𝑊𝑑𝑧 + 𝑏𝑑) 

where 𝑊𝑒, 𝑊𝑑 are the weight matrices, 𝑏𝑒,𝑏𝑑 are 
the bias terms, and 𝜎  denotes the ReLU activation 
function. The reconstruction loss is defined as the 
squared L2 norm: 

ℒ (𝑥, 𝑥^) =∥ 𝑥 − 𝑥^ ∥
2

2
 

Since the model is trained exclusively on benign 
data, any significant deviation in reconstruction 
indicates potential anomalous behavior consistent 
with ransomware. 
 
4. Anomaly Scoring and Detection 
During inference, the reconstruction error for each 
input is computed and compared against a dynamic 
threshold 𝛿, derived from the statistical properties of 
the training set: 

𝛿 = 𝜇𝑡𝑟𝑎𝑖𝑛 + 𝛼. 𝜎 𝑡𝑟𝑎𝑖𝑛 
where 𝜇train  and 𝜎 train are the mean and standard 
deviation of the training reconstruction losses, and 𝛼 
is a sensitivity factor. An input is flagged as 
anomalous if: 

ℒ (𝑥, 𝑥^) > 𝛿 
Flagged events trigger a detection alert and are passed 
to a response module or forensic logging subsystem 
for analysis. 
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B. DESIGN RATIONALE AND TECHNICAL 
JUSTIFICATION 
We chose to use autoencoders because they learn 
compact representations of typical behavior of the 
system without any supervision. In contrast to 
supervised classifiers that necessitate a significant 
number of labeled ransomware samples (which are 
often rare or out-of-date), autoencoders generalize 
patterns formed by benign data and identify unseen 
anomalies (like zero-day ransomware) [19]. Moreover, 
its emphasis on file system real-time behavioral 
characteristics makes it inherently more resistant to 
typical ransomware evasion methods like 
polymorphism and code scrambling. The modular 
designs come with very little computation overhead, 
making it viable for deployment in both enterprise 
and edge (resource constrained) environments. 
 
C. IMPLEMENTATION DETAILS 
The proposed framework is implemented using 
Python, with TensorFlow/Keras for model 
development. File system monitoring is achieved 
through the watchdog and Pyinotify libraries. Feature 
vectors are standardized using z-score normalization 
prior to model training [20]. The model architecture 
consists of: 
 

Input layer: size 𝑛=20  (number of features) 
Encoder layers: [128 → 64 → 32] 
Bottleneck (latent) layer: size 16 
Decoder layers: [32 → 64 → 128] 
Output layer: size 𝑛 
The model is trained using the Adam optimizer with 
a learning rate of 0.001, batch size of 64 and early 
stopping based on validation loss. Training is 
conducted on benign data only. 
 
4. EXPERIMENTAL SETUP 
We designed a comprehensive experimental setup to 
evaluate the performance of the proposed 
unsupervised autoencoder framework for the real-
time ransomware detection and its robustness against 
adversarial attacks. To allow reproducibility and 
technical comparison, this section provides details 
about system environment, dataset properties, feature 
engineering, practical implementation config and 
evaluation. 
 
A. EXPERIMENTAL ENVIROMENT 
All experiments were conducted in a secure and 
controlled environment to simulate realistic 
ransomware behavior and benign user operations 
without risk of data leakage or propagation [21]. The 
specifications are outlined in below table 4.1 

 
Parameter Specification 
Host OS Ubuntu 22.04 LTS (64-bit) 
Virtualization VirtualBox VM / KVM isolated sandbox 
Processor Intel Core i7-12700H (14 cores, 2.30 GHz) 
Memory 32 GB DDR4 
GPU NVIDIA RTX 3060 (6 GB VRAM) 
Disk Type NVMe SSD (1 TB) 
Python Version 3.10.6 
ML/DL Framework TensorFlow 2.13 / Keras 
File Monitoring Tools pyinotify, watchdog 

 
The test environment included a secure VM where 
ransomware binaries were executed with system call 
monitoring enabled and internet access disabled to 
ensure containment. 
 
B. DATASET DETAILS 
The system was developed using two datasets, where 
one dataset played the role of benign that was used to 

train the model while the other dataset acted as 
malicious ransomware which was used to test the 
mode. 
 
Benign Dataset (Non-Labeled, For Training and 
Validation): 
Metrics are gathered over a 30-day window during 
average usage such as document editing, media play, 
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programming, OS updates and running background 
services. 
 Illustrated with a logger we proposed to track file-

level activities in real-time. 
 Holds over 12000 series of sequences 

corresponding to 10 seconds time-windows. 
 

Ransomware Dataset (For Evaluation Only): 
Containing behavioral traces of 15 ransomware 
families: WannaCry, Locky, Ryuk, Cerber, Crypto 
Wall, REvil, Maze, Gand Crab. 
Dynamic file system events logging was performed by 
executing each software sample in a sandbox 
environment. Curated samples from EMBER, Virus 
Share and Ransomware Tracker were used to 

supplement the dataset, yielding a total of over 6,200 
labeled malicious sequences [22]. 
All data was anonymized, sanitized and transformed 
into feature vectors in standardized formats for 
downstream processing. 
 
C. FEATURE ENGINEERING  
File system events were binned to non-overlapping 
sliding windows, each lasting 10 seconds. From each 
time window we formed a 10-dimensional feature 
vector that reveals the behavioral semantics of the 
activity of the system [23]. The selected features were 
based on the observed behavioral characteristics of 
ransomware such as fast file changes, high entropy 
encryption patterns and mass renames. 
 
Feature Vector X∈R10: 

Feature vectors are shown in Table 4.2 below 
Feature fi Description 
f1 Number of file creations 
f2 File modifications within window 
f3 File renaming operations 
f4 File deletions 
f5 Mean Shannon entropy of modified files 
f6 Standard deviation of entropy values 
f7 Extension change count (e.g., .doc → .enc) 
f8 Mean file size delta (before vs. after modification) 
f9 Percentage of newly encrypted files 
f10 Total file-related I/O operations 

 
All features are standardized using z-score normalization to ensure uniform scaling and convergence during model 
training. 
 
D. MODEL CONFIGURATION AND 
TRAINING 
The autoencoder used in the proposed system is a 
fully connected deep neural network designed to learn 
the compressed representation of benign system 
behavior and detect deviations [24]. It is trained 
exclusively on benign feature vectors. 

Model Architecture: 
Input Layer: 10 neurons (dimensionality of 𝑥) 
Encoder Layers: Dense [128 → 64 → 32] with ReLU 
activation 
Latent Space: Bottleneck layer with 16 neurons 
Decoder Layers: Dense [32 → 64 → 128] with ReLU 
Output Layer: 10 neurons (Linear activation)  

 
Training Configuration: 
Table 4.3 depicts the training configurations 

Parameter Value 
Optimizer Adam 
Learning Rate 0.001 
Batch Size 64 
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Epochs 50 (early stopping with 5 patience) 
Loss Function Mean Squared Error (MSE) 
Validation Split 20% of training data 

 
Anomaly Threshold δ: 
A dynamic threshold was computed based on training loss distribution 

𝛿 = 𝜇𝑡𝑟𝑎𝑖𝑛 + 𝛼. 𝜎 𝑡𝑟𝑎𝑖𝑛  
Where:  
μtrain : Mean training reconstruction error 
𝜎train : Standard deviation 
𝛼: Sensitivity coefficient (set empirically to 2.5)  
Any input 𝑥 yielding:  

ℒ (𝑥, 𝑥^) > 𝛿 
 
E. EVALUATION METRICS 
We used following standard binary classification metrics to assess detection performance: 

Accuracy =  
TP+TN

TP+TN+FP+FN
        

Precision=  
TP

TP+FP
         

Recall= =  
TP

TP+FP
         

    F1-Score= 2.
Precision.Recall

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
                       

    False Positive Rate (FPR):. 
𝐹𝑃

𝐹𝑃+𝑇𝑁
 

 
5. 
RESULTS AND DISCUSSION 
The following is the evaluation results of the 
presented autoencoder based unsupervised 
ransomware detection system. Metrics affirmatives 
both detection accuracy and operational efficiency 
were measured on realistic benign and malicious file 
system behavior data. 

 
A. DETECTION PERFORMANCE 
We evaluate our autoencoder model having been 
trained just on benign data upon 15 different 
ransomware families. The above anomaly detection 
capability was impressive, with a confusion matrix 
such as: 

 
Results are shown in Table 5.1 
 

Metric Value (%) 

Detection Accuracy  
Recall (Detection Rate)  
Precision  
F1 Score  
False Positive Rate  
AUC (ROC) 
 

96.2 
96.2 
95.1 
95.6 
3.5 
0.992 
 

These results validate the model’s strength in generalizing benign behavior and accurately detecting ransomware-
induced deviations [25]. 
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B. ROC CURVE AND MODEL DISCRIMINATION 
The ROC curve in Fig. 5.1 shows a steep rise towards the upper-left corner, indicating strong classification capability. 
With an AUC of 0.992, the model effectively separates malicious from benign inputs across various thresholds. 

 
Fig 5.1 The ROC curve displayed demonstrates the effectiveness of the proposed autoencoder-based ransomware 
detection system. With an AUC of 0.992, the model shows excellent discrimination between benign and malicious 
behaviors, achieving a high true positive rate while maintaining a low false positive rate. The curve’s steep ascent 
towards the top-left corner highlights the system’s strong detection capability and robustness against zero-day 
ransomware. This confirms the model’s reliability for real-time deployment in dynamic file system environments. 
 
The reconstruction loss from ransomware sessions consistently exceeded the learned dynamic threshold 𝛿 = 𝜇 + 𝛼⋅𝜎 
confirming the autoencoder’s capacity to isolate anomalous behaviors [26]. 

 
Below in Fig 5.2 chart bar shows the performance metrics of Autoencoder based detection 

 
 
Fig 5.2 demonstrates the high effectiveness of the proposed autoencoder-based ransomware detection model. The 
system achieved 96.2% accuracy and 96.2% recall, confirming its ability to reliably identify ransomware activities. 
With 95.1% precision and a strong F1-score of 95.6%, the model balances detection sensitivity and prediction 
reliability. Importantly, the False Positive Rate (FPR) remains low at 3.5%, indicating minimal disruption to 
legitimate system operations. 
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6. CONCLUSION AND FUTURE WORK 
This study presented an unsupervised deep learning 
framework based on autoencoders for the real-time 
detection of ransomware through behavioral analysis 
of file system activities. By modeling only benign data 
and identifying high reconstruction errors as 
indicators of anomalies, the system eliminates the 
need for labeled attack samples, making it particularly 
effective against zero-day and evolving ransomware 
threats. The detection pipeline, comprising a behavior 
logger, feature extractor, anomaly scorer, and 
autoencoder model, demonstrated high effectiveness 
with a detection accuracy of 96.2%, a false positive 
rate of just 3.5%, and an AUC of 0.982. The model 
proved capable of flagging ransomware behavior 
within the first 30 seconds of execution, validating its 
real-time responsiveness and operational utility.  
While the results confirm the robustness and 
generalization of the proposed system, future research 
will aim to enhance resistance against adversarial 
techniques that attempt to obfuscate behavioral 
signatures. Improvements may also include 
integrating temporal models like LSTM or TCN to 
better capture sequential dependencies and adopting 
ensemble methods combining multiple unsupervised 
learners for improved anomaly scoring. Furthermore, 
a deployable endpoint solution with continuous 
feedback mechanisms could enable adaptive learning 
and reduce false positives in live environments. 
Expanding this framework to support cross-platform 
monitoring beyond Windows-based file systems will 
also be an essential step to ensure its applicability 
across diverse enterprise settings. 
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